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kind of “optimization” is so important
that it is worth presenting one more use-
ful algorithm that is totally ruined by it.

Many problems, such as numerical in-
tegration and the numerical solution of
differential equations, involve computing
sums with manv terms. Because each.
addition can potentially introduce an er-
ror as large as 1/2 ulp, a sum involving
thousands of terms can have quite a bit
of rounding error. A simple way to cor-
rect for this is to store the partial sum-
mand in a double-precision variable and
to perform each addition using double
precision. If the calculation is being done
in single precision, performing the sum
in double precision is easy on most com-
puter systems. If the calculation is al-
ready being done in double precision,
however, doubling the precision is not so
simple. One method that is sometimes
advocated is to sort the numbers and add
them from smallest to largest. There is a
much more efficient method, however,
that dramatically improves the accuracy
of sums, namely Theorem 8.

Theorem 8 (Kahan Summation Formula)

Suppose El: ~XJ is computed using the

following algorithm

s = X[l]
C=o
forj=2to N{

Y.xrjl-c
T=S+Y
C=(T– S)– Y
S=T

}

Then the computed sum S is equal to
Exj(l + dj) + 0(iVe2)X I xi 1, where I 6, I
s 2f.

Using the naive formula ~xl, the com-
puted sum is equal to Xx~(l + 6J) where
I 6, I < (n - j)e. Comparing this with the
error in the Kahan summation form-
ula shows a dramatic improvement.
Each summand is perturbed by only 2 e
instead of perturbations as large as n e
in the simple formula. Details are in
Section 4.3.

An optimizer that believed floating-
point arithmetic obeyed the laws of alge-
bra would conclude that C = [T – S] –
Y = [(S + Y) – S] – Y = O, rendering
the algorithm completely useless. These
examples can be summarized by saying
that optimizers should be extremely cau-
tious when applying algebraic identities
that hold for the mathematical real num-
bers to expressions involving floating-
point variables.

Another way that optimizers can
change the semantics of floating-point
code involves constants. In the expres-
sion 1.OE –40 *x, there is an implicit dec-
imal to binary conversion operation that
converts the decimal number to a binary
constant. Because this constant cannot
be represented exactly in binary, the in-
exact exception should be raised. In addi -
tion, the underflow flag should to be set
if the expression is evaluated in single
precision. Since the constant is inexact,
its exact conversion to binary depends on
the current value of the IEEE rounding
modes. Thus, an optimizer that converts
1.OE-40 to binary at compile time would
be changing the semantics of the pro-
gram. Constants like 27.5, however, that
are exactly representable in the smallest
available precision can be safely con-
verted at compile time, since they are
always exact, cannot raise any exception,
and are unaffected by the rounding
modes. Constants that are intended to be
converted at compile time should be done
with a constant declaration such as const
pi = 3.14159265.

Common subexpression elimination is
another example of an optimization that
can change floating-point semantics, as
illustrated by the following code:

C= A*B;
RndMode = Up
D= A*B;

Although A * B may appear to be a com-
mon subexpression, it is not because the
rounding mode is different at the two
evaluation sites. Three final examples
are x = x cannot be replaced by the
Boolean constant true, because it fails
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when x is an NaN; – x = O – x fails for
x = + O; and x < y is not the opposite of
x > y, because NaNs are neither greater
than nor less than ordinary floating-point
numbers.

Despite these examples, there are use-
ful optimizations that can be done on
floating-point code. First, there are alge -
braic identities that are valid for float-
ing-point numbers. Some examples in
IEEE arithmetic are x + y = y + x, 2 x
x=x+x. lxx=x. and O.5 XX =X12.
Even the’se simple ‘identities, however,
can fail on a few machines such as CDC
and Cray supercomputers. Instruction
scheduling and inline procedure substi-
tution are two other potentially useful

21As a final eXample) cOn-optimizations.
sider the expression dx = x * y, where x
and y are single precision variables and
dx is double m-ecision. On machines that
have an ins~ruction that multiplies two
single-precision numbers to produce a
double-precision number, dx = x * y can
get mapped to that instruction rather
than compiled to a series of instructions
that convert the operands to double then
perform a double-to-double precision
multiply.

Some compiler writers view restric-
tions that prohibit converting (x + y) -t z
to x + (y + z) as irrelevant, of interest
only to programmers who use unportable
tricks. Perham thev have in mind that
floating-point’ num~ers model real num-
bers and should obey the same laws real
numbers do. The problem with real num-
ber semantics is that thev are extremelv.
expensive to implement. Every time two
n bit numbers are multiplied, the prod-
uct will have 2 n bits. Every time two n
bit numbers with widely spaced expo-
nents are added, the sum will have 2 n
bits. An algorithm that involves thou-
sands of operations (such as solving a
linear system) will soon be operating on
huge numbers and be hopelessly slow.

‘lThe VMS math libraries on the VAX use a weak
form of inline procedure substitution in that they
use the inexpensive jump to subroutine call rather
than the slower CALLS and CALLG instructions.

The implementation of library functions
such as sin and cos is even more difficult,
because the value of these transcenden-
tal functions are not rational numbers.
Exact integer arithmetic is often pro-
vided by Lisp systems and is handy for
some problems. Exact floating-point
arithmetic is, however, rarely useful.

The fact is there are useful algorithms
(like the Kahan summation formula) that
exploit (x + y) + z # x + (y + z), and
work whenever the bound

afllb=(a+b)(l+d)

holds (as well as similar bounds for –,
x, and /). Since these bounds hold for
almost all commercial hardware not just
machines with IEEE arithmetic, it would
be foolish for numerical programmers to
ignore such algorithms, and it would be
irresponsible for compiler writers to de-
stroy these algorithms by pretending that
floating-point variables have real num-
ber semantics.

3.3 Exception Handling

The topics discussed up to now have pri-
marily concerned systems implications of
accuracy and precision. Trap handlers
also raise some interesting systems is-
sues. The IEEE standard strongly recom-
mends that users be able to specify a trap
handler for each of the five classes of
exceptions, and Section 2.3.1 gave some
applications of user defined trap han-
dlers, In the case of invalid operation
and division by zero exceptions, the han-
dler should be provided with the
operands, otherwise with the exactly
rounded result. Depending on the pro-
gramming language being used, the trap
handler might be able to access other
variables in the program as well. For all
exceptions, the trap handler must be able
to identify what operation was being
performed and the precision of its
destination.

The IEEE standard assumes that oper-
ations are conceptually serial and that
when an interrupt occurs, it is possible to
identify the operation and its operands.
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On machines that have pipelining or
multiple arithmetic units, when an ex-
ception occurs, it may not be enough sim-
ply to have the trap handler examine the
program counter. Hardware support for
identifying exactly which operation
trapped may be necessary.

Another problem is illustrated by the
following program fragment:

x=y*z
Z=X*W
a=b+c
d = a/x

Suppose the second multiply raises an
exception, and the trap handler wants to
use the value of a. On hardware that can
do an add and multiply in parallel,
an o~timizer would mobablv move the.
addi<ion operation ahead of the second
multiply, so that the add can proceed in
parallel with the first multiply. Thus,
when the second multiply traps, a = b +
c has already been executed, potentially
changing the result of a. It would not be
reasonable for a compiler to avoid this
kind of optimization because every float-
ing-point operation can potentially trap,
and thus virtually all instruction
scheduling optimizations would be elimi-
nated. This problem can be avoided by
prohibiting trap handlers from accessing
any variables of the program directly.
Instead, the handler can be given the
operands or result as an argument.

But there are still problems. In the
fragment

x=y*!z
z=a+b

the two instructions might well be exe-
cuted in parallel If the multiply traps,
its argument z could already have been
overwritten by the addition, especially
since addition is usually faster than mul-
tiply. Computer systems that support
trap handlers in the IEEE standard must
pro~ide some way to save the value of z,
either in hardware or by having the
compiler avoid such a situation in the
first ~lace.

Ka~an has proposed using presubstitu-
tion instead of trap handlers to avoid
these problems. In this method, the user

specifies an exception and a value to be
used as the result when the exception
occurs. As an example, suppose that in
code for computing sin x /x, the user de-
cides that x = O is so rare that it would
improve performance to avoid a test for
x = O and instead handle this case when
a 0/0 trap occurs. Using IEEE trap han-
dlers, the user would write a handler
that returns a value of 1 and installs it
before computing sin x/x. Using presub -
stitution, the user would specify that
when an invalid operation occurs, the
value of 1 should be used. Kahan calls
this presubstitution because the value to
be used must be specified before the ex-
ception occurs. When using trap han-
dlers, the value to be returned can be
computed when the trap occurs.

The advantage of presubstitution is
that it has a straightforward hardware
implementation. As soon as the type of
exception has been determined, it can be
used to index a table that contains the
desired result of the operation. Although
presubstitution has some attractive at-
tributes, the widespread acceptance of the
IEEE standard makes it unlikely to be
widely implemented by hardware manu-
facturers.

4. DETAILS

Various claims have been made in this
paper concerning properties of floating-
point arithmetic. We now proceed to
show that floating point is not black
magic, but rather a straightforward
subject whose claims can be verified
mathematically.

This section is divided into three parts.
The first part represents an introduction
to error analysls and provides the detads
for Section 1. The second part explores
binary-to-decimal conversion, filling in
some gaps from Section 2. The third
part discusses the Kahan summation
formula, which was used as an example
in Section 3,

4.1 Rounding Error

In the discussion of rounding error, it
was stated that a single guard digit is
enough to guarantee that addition and
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subtraction will always be accurate (The-
orem 2). We now proceed to verify this
fact. Theorem 2 has two parts, one for
subtraction and one for addition. The part
for subtraction is as follows:

Theorem 9

If x and y are positive fZoating-point num-

bers in a format with parameters D and p
and if subtraction is done with p + 1 dig-
its (i. e., one guard digit), then the rela-
tive rounding error in the result is less
than [(~/2) + l]~-p = [1+ (2/~)]e = 26.

Proof Interchange x and y is neces-
sary so that x > y. It is also harmless to
scale x and y so that x is represented by
Xo. xl ““” x ~_ ~ x 13°. If y is represented
as yo. yl . . . YP. 1, then the difference is
exact. If y is represented as O.yl . . c yP,
then the guard digit ensures that the
computed difference will be the exact dif-
ference rounded to a floating-point num-
ber, so the rounding error is at most ~. In
general, let y = 0.0 “ . . Oy~+l .00 yh+P
and let Y be y truncated to p + 1 digits.
Then,

< (0 – 1)(6-P-1 ““” +p-~-~).

(15)

From the definition of guard digit, the
computed value of x – y is x–y
rounded to be a floating-point number;
that is, (x – J) + 8, where the rounding
error 8 satisfies

(16)

The exact difference is x – y, so the er-
roris(x –y)–(x–ji+ ~)= J–y +6.
There are three cases. If x – y >1, the
relative error is bounded by

y–j+ti

1

[
==~-p (~- 1)(~-’+ ““” +6-’)+:

1

()<P’1+5
2

(17)

Second, if x – ~ <1, then 6 = O. Since
the smallest that x – y can be is

k k

1.0 – o.r—— o@”””@

> (P – 1)(8-1 + ...+p-~)

(where Q = ~ – 1), in this case the rela-
tive error is bounded by

< (6- l)p-p(r’ + . . . +p-k)

(/3- 1)(6-’ + . . . +6-’)
= /’-P (18)

The final case is when x – y <1 but
x – ~ > 1. The only way this could hap-
pen is if x – j = 1, in which case 8 = O.
But if 6 = O, then (18) applies, so again
the relative error is bounded by b ‘p <
p-p(l + 6/2). ❑

When P = 2, the bound is exactly
2 e, and this bound is achieved for x =
1 + 22-P and y = 21-P – 21-2P in the
limit as p + co. When adding numbers of
the same sign, a guard digit is not neces-
sary to achieve good accuracy, as the
following result shows.

Theorem 10

If x >0 and y >0, the relative error in
computing x -t y is at most 2 e, even if no
guard digits are used.

Proof The algorithm for addition
with k guard digits is similar to the
algorithm for subtraction. If x = y, and
shift y right until the radix points of x
and y are aligned. Discard any digits
shifted past the p + k position. Compute
the sum of these two p + k digit num-
bers exactly. Then round to p digits.

We will verify the theorem when no
guard digits are used; the general case is
similar. There is no loss of generality in
assuming that x z y ~ O and that x is
scaled to be of the form d. d 00. d X /3°.

First, assume there is no carry out. Then
the digits shifted off the end of y have a
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value less than (3‘p +1 and the sum is at
least 1, so the relative error is less than
~-P+l/l = 2e. If there is a carry out, the
error from shifting must be added to the
rounding error of (1/2) ~ ‘p’2. The sum is
at least II, so the relative error is less
than (~-p+l + (1/2) ~-p+2)/~ = (1 +
p/2)~-~ s 2,. H

It is obvious that combining these two
theorems gives Theorem 2. Theorem 2
gives the relative error for performing
one operation. Comparing the rounding
error of x 2 – y2 and (x+y)(x–y) re-
quires knowing the relative error of mul-
tiple operations. The relative error of
xeyis81= [(x0 y)-(x-y)l/
(x – y), which satisfies I al I s 26. Or to
write it another way,

This relative error is equal to 81 + 62 +
t+ + 618Z + 616~ + 6263, which is bounded
by 5e + 8 E2. In other words, the maxi-
mum relative error is about five round-
ing errors (since ~ is a small number, C2
is almost negligible).

A similar analvsis of ( x B x) e
(y@ y) cannot result in a small value for
the relative error because when two
nearby values of x and y are plugged
into X2 — y2, the relative error will usu-
ally be quite large. Another way to see
this is to try and duplicate the analysis
that worked on (x e y) 8 (x O y),
yielding

(Xth) e (YC8Y)

= [x’(l +8J - Y2(1 + ‘52)](1 + b)

Xey=(x–y)(l+dl), 18, J< 26. = ((X2 - y’)(1 + 61) + (6, - 62)Y2)

(19) (1 + &J.

Similarly,

x@y=(x+y)(l+a2), 182] <2E.

(20)

Assuming that multiplication is per-
formed by computing the exact product
then rounding, the relative error is at
most 1/2 ulp, so

u@u=uu(l+~3), 18315C (21)

for any floating point numbers u and u.

Putting these three equations together
(letting u = x 0 y and v = x Q y) gives

(xey)~(xey)

= (X-y)(l +(!,)

X(x+ y)(l + 32)(1 + 63). (22)

So the relative error incurred when com-
puting (x – y)( x + y) is

(Xey)o(x ey)-(xa-y’)

(Xa-ya)

= (1 +6,)( 1+62)(1+8,) -1. (23)

When x and y are nearby, the error
term (61 – 82)y2 can be as large as the
result X2 – y2. These computations for-
mally justify our claim that ( x – y)
(x + y) is more accurate than x’ – y’.

We next turn to an analysis of the
formula for the area of a triangle. To
estimate the maximum error that can
occur when computing with (7), the fol-
lowing fact will be needed.

Theorem 11

If subtraction is performed with a guard
digit and y/2 < x< 2y, then x – y is
computed exactly,

Proof Note that if x and y have the
same exponent, then certainly x G y is
exact. Otherwise, from the condition of
the theorem, the exponents can differ by
at most 1. Scale and interchange x and y
if necessary so O < y < x and x is repre-
sented as XO.xl “ . “
. . .

Xp.l and y as O.Yl
yP. Then the algorithm for comput -

ing x e y will compute x – y exactly
and round to a floating-point number but
if the difference is of the form O.dl . . .

dp, the difference will already be p digits
long, and no rounding is necessary. Since
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X= 2y, x– ysy, and since y is of the
form O.dl .” “ ciP, sois x-y. ❑

When (1 >2, the hypothesis of Theo-
rem 11 cannot be replaced by y/~ s x s
~y; the stronger condition y/2 < x s 2 y
is still necessary. The analysis of the
error in ( x – y)( x + y) in the previous
section used the fact that the relative
error in the basic operations of addition
and subtraction is small [namely, eqs.
(19) and (20)]. This is the most common
kind of error analysis. Analyzing for-
mula (7), however, requires something
more; namely, Theorem 11, as the follow-
ing proof will show.

Theorem 12

If subtraction uses a guard digit and if a,
b, and c are the sides of a triangle, the
relative error in computing (a i- (b +
c))(c – (a – b))(c + (a – b))(a + (b – c))
is at most 16 t, provided e < .005.

Proof Let us examine the factors one
by one. From Theorem 10, b ‘d3 c =
(b + c)(1 -i- al), where al is the relative
error and I til I s 2 ~. Then the value of
the first factor is (a 63 (b ED c)) = (a +

(b 63 c))(1 + 8,) = (a+ (b + c)(I + 81))
x(1 + ti2), and thus

(a+ b+ C)(l-242
<[a+ (b+c)(l-2~)](1-2e)

<a@(b @c)

=[a+(b+ c)(l+2c)](l+2c)

s (a+ b+ c)(1 +.2E)2.

This means that there is an VI so that

(a @ (b @ c)) = (a+ b+c)(l+ql)’,

The next term involves the potentially
catastrophic subtraction of c and a 63 b,
because a GI h may have rounding er.

ror. Because a, b, and c are the sides of a
triangle, a < b + c, and combining this
with the ordering c < b < a gives a < b
+c<2b~2a. So a– b satisfies the

conditions of Theorem 11. This means
a – b = a El b is exact, and hence c a
(a – b) is a harmless subtraction that
can be estimated from Theorem 9 to be

(C 0 (a e b)) = (c- (a- b))(l+nJ,

/q21 s2,. (25)

The third term is the sum of two exact
positive quantities, so

(C @I(a e b))= (c+ (a- b))(l+ v,),

lq31 <2c. (26)

Finally, the last term is

(a@ (b 0 c)) = (a+ (b-c) )(l+q4)2,

IvAI S2E, (27)

using both Theorem 9 and Theorem 10.
If multiplication is assumed to be exactly
rounded so that x @ y = xy(l + f) with
I f I s e, then combining (24), (25), (26),
and (27) gives

(a d) (b 63 c))(c 0 (a 0 b))

(C @ (a 0 b))(a @ (b 0 c))

s (a+ (b +c))(c - (a- b))

(c+ (a- b))

(a+(b-c))E ?

where

E = (1 + ql)2(l+ q2)(l+ q3)(l+ T4)2

(1+ ~1)(1+ ~,)(1+ ~,).

An upper bound for E is (1 + 2C)6(1 +
e)3, which expands to 1 + 15c + 0(e2).
Some writers simply ignore the 0(~2)
term, but it is easy to account for it.
Writing (1 + 26)6(1 + C)3 = 1 + 15e +
cl?(e), l?(~) is a polynomial in ~ with
positive coefficie~ts, so it is an increasing
function of G. Since R(.005) = .505, R(.)
< 1 for all ~ < .005, and hence E s (1 +
2C)6(1 + ~)3 <1 + 166. To get a lower
bound on E, note that 1 – 15e – cR(6) <
E; so when c <.005, 1 – 166< (1 –
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26)6(1 – 6)3. Combining these two
bounds yields 1 – 16c < E < 1 + 16c.
Thus the relative error is at most 16~.

E

Theorem 12 shows there is no catas-
trophic cancellation in formula (7).
Therefore, although it is not necessary to
show formula (7) is numerically stable, it
is satisfying to have a bound for the en-
tire formula, which is what Theorem 3 of
Section 1.4 gives.

Theorem 13

If p(x) = ln(l + x)/x, then for O S x <
3/4, 1/2 s W(x) < 1 and the derivative
satisfies I K’(x) I < 1/2.

Proof Note that p(x) = 1 – x/2 +
x2/3 –... is an alternating series with
decreasing terms, so for x <1, p(x) >1
— x/2 = 1/2. It is even easier to see that
because the series for p is alternating,
V(x) <1. The Taylor series of M’(x) is
also alternating, and if x = 3/4 has de-

Proof Theorem 3. Let
creasing terms, so – 1/2 < p’(x) < – 1/2
+ 2x/3, or – 1/2 s p’(x) s O, thus

q=(a+(b +c))(c -(a-b))
/ p’(%)1 s 1/2. m

(c+ (a- b))(a+ (b-c))
Proof Theorem 4. Since the Taylor se-

ries for In,

and

Q=(a@(b @c))@ (ce(a Ob))

Then Theorem 12 shows that Q = q(l +
8), with 6 = 166. It is easy to check that

sl +.52161 (28)

provided 6< .04/( .52)2 = .15. Since I 8 I
< 16e s 16(.005) = .08, 8 does satisfy the
condition. Thus, @ = [q(l + 6)] ’/2
=ti(l+~~), with Ihl =.521~1 =
8 .5e. If square roots are computed to
within 1/2 ulp, the error when comput -
ing ~ is (1 + 61)(1 + 62), with I 62 I <
c. If 6 = 2, there is no further error com-
mitted when dividing by 4. Otherwise,
one more factor 1 + 63 with I 63 I s ~ is
necessary for the dlvlsion, and using the
method in the proof of Theorem 12, the
final error bound of (1 + 61)(1 + 8Z)(1 +
ti~) is dominated by 1 + 6A, with I til I s
he. ❑

X2 X3
ln(l+x)=x–l+~ –...,

is an alternating series, O < x – ln(l +
x) < X2/2. Therefore, the relative error
incurred when approximating ln(l + x)
by x is bounded by x/2. If 1 @ x = 1,
then I x I < c, so the relative error is
bounded by E/2.

When 1 @ x # 1, define 2 via 1 @ x
=1+2. Then since O<x<l, (l@ x)
@ 1 = i. If division and logarithms are

computed to within 1/2 ulp, the com-
puted value of the expression ln(l +
x)/((1 + x) – 1) is

ln(lo‘) (1 + 6,)(1+ 62)
(lox)el

—— 1n(12+2)(1 + (31)(1 + 62)

= p(i)(l +(31)(1 + 62), (29)

where ] 61 [ s c and I 62 I < c. To esti-
mate P( 2), use the mean value theorem,
which says that

/J(i) – jL(x) = (i – X)v’(. g) (30)

for some $ between x and 2. From the
To make the heuristic explanation im- definition of i, it follows that I ~ – x I s

mediately following the statement of e. Combining this with Theorem 13 gives
Theorem 4 precise, the next theorem de- 11-L(2)- I-L(x)I s ~/2 or lw(2)/v(x) -11
scribes just how closely p(x) approxi - s e/(2 I p(x) 1) < ~, which means ~(t) =
mates a constant. ,u(x)(1 + 63), with 183 I s e. Finally,
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multiplying by x introduces a final 6A, so
the computed value of xln(l + x)/((1 +
x) – 1) is

X(l +83)(1 +(s4), \tjls E.

It is easy to check that if ~ <0.1, then
(1 + 8,)(1 + 82)(1 + 83)(1 + 84) = 1 + 8,
with 16\s5e. ❑

An interesting example of error analy-
sis using formulas (19), (20), and (21)
occurs in the quadratic formula [ – b

~ ~]/2 a. Section 1.4 explained
how rewriting the eauation will elimi -
nate the pote~tial can~ellation caused by
the ~ operation. But there is another
~otential cancellation that can occur.
when commtin~ d = bz – 4 ac. This one.
cannot be elim~nated by a simple rear-
rangement of the formula. Roughly
speaking, when b 2 = 4 ac, rounding error
can contaminate up to half the digits in
the roots computed with the quadratic
formula. Here is an informal proof
(another approach to estimating the er-
ror in the quadratic formula appears in
Kahan [1972]).

If b2 = 4 ac, rounding error can con-
taminate up to half the digits in the roots
computed with the quadratic formula [ – b

% ~1/2a.

Proof Write (b @ b) @ (4a @ c) =
(b2(l + al) – 4 ac(l + 62))(1 + 63), where
16, I s 26.22 Using d = b2 - 4ac, this
can be rewritten as ( d(l + al) – 4 ac(dl
– 82))(1 + 6J. To get an estimate for the
size of this error, ignore second-order
terms in 6 i, in which the case of the
absolute error is d(~l + 63) – 4 aca~,
where ld11=181– 62\< 2c. Since d<
4 ac, the first term d(61 + da) can be ig-
nored. To estimate the second term, use

221n this informal proof, assume (3 = 2 so multipli-
cation by 4 is exact and does not require a 6,.

the fact that ax2 + bx + c = a(x – rl)(x
— rz), so arlr2 = c. Since b2 = 4ac, then
rl = r2, so the second error term is 4 ac~~
= 4 a2 r~til. Thus, the computed value of

~is~ d + 4 a2 r~~~ . The inequality

shows that ~d -t- 4a2r~8d = ~ + E,

where I E I s ~-, so the abso-
lute error in ~/2a is about rl A.

Since 6A = P-’, & = fi-p12, and thus

the absolute error of rl & destroys the
bottom half of the bits of the roots rl =
r2. In other words, since the calculation
of the roots involves computing with
~/2 a and this expression does not have
meaningful bits in the position corre-
sponding to the lower order half of r,, the
lower order bits of r, cannot be meaning-
ful. ❑

Finally, we turn to the proof of Theo-
rem 6. It is based on the following fact in
Theorem 14, which is proven in the
Appendix.

Theorem 14

Let O<k<p, andsetm=~k+l, and
assume floating-point operations are ex-
actly rounded. Then (m @ x] 0 (m @ x
e x] is exactly equal to x rounded to

p – k significant digits. More precisely, x
M rounded by taking the significant of x,
imagining a radix point just left of the k
least significant digits and rounding to
an integer.

Proof Theorem 6. By Theorem 14, x~ is
x rounded to p – k = ~p/2~ places. If
there is no carry out, x~ can be repre-
sented with ~p/2 ~ significant digits.
Suppose there is a carry out. If x =
X. xl xp_~ x P’, rounding adds 1 to

‘p –k.–1>.the only way there can be a carrY
out 1s lf xp_k_l = ~ – 1. In that case,
however, the low-order digit of x~ is 1 +
x = O, and so again x~ is repre-
s&/a~le in ~p/2] digits.
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To deal with xl, scale x to be an inte-
ger satisfying (3P-1 s x s Bp – 1. Let x
= ?ik + it, where ?ifi is the p – k high-
order digits of x and Zl is the k low-order
digits. There are three cases to consider.
If 21< (P/2)/3~-1, then rounding x to
p – k places is the same as chopping and
X~ = ~h, and xl = Il. Since Zt has at
most k digits, if p is even, then Zl has at
most k = ( p/21 = ( p/21 digits. Other-
wise, 13= 2 and it < 2k-~ is repre-
sentable with k – 1 < fp/21 significant
bits. The second case is when It >
(P/2) 0~- 1; then computing Xk involves
rounding up, so Xh = 2~ + @k and xl =
x–xh=x —2h– pk = 21- pk. Once
again, El has at most k digits, so it is
representable with [ p/21 digits. Finally,
if 2L = (P/2) 6k–1, then xh = ith or 2~ +
f?k depending on whether there is a round
up. Therefore, xl is either (6/2) L?k-1 or
(~/2)~k-’ – ~k = –~k/2, both of which
are represented with 1 digit. H

Theorem 6 gives a way to express the
product of two single-precision numbers
exactly as a sum. There is a companion
formula for expressing a sum exactly. If
lxl>lyl, then x+y=(x~y) +(x
0 (x @ y)) @ y [Dekker 1971; Knuth

1981, Theorem C in Section 4.2.2]. When
using exactly rounded operations, how-
ever, this formula is only true for P = 2,
not for /3 = 10 as the example x = .99998,
y = .99997 shows.

4.2 Binary-to-Decimal Conversion

Since single precision has p = 24 and
2‘4 <108, we might expect that convert-
ing a binary number to eight decimal
digits would be sufficient to recover the
original binary number. This is not the
case, however.

converting the decimal number to the
closest binary number will recover the
original floating-point number.

Proof Binary single-precision num-
bers lying in the half-open interval
[103, 210) = [1000, 1024) have 10 bits to
the left of the binary point and 14 bits to
the right of the binary point. Thus, there
are (210 – 103)214 = 393,216 different bi-
nary numbers in that interval. If decimal
numbers are represented with eight dig-
its, there are (210 – 103)104 = 240,000
decimal numbers in the same interval.
There is no way 240,000 decimal num-
bers could represent 393,216 different bi-
nary numbers. So eight decimal digits
are not enough to represent each single-
precision binary number uniquely.

To show that nine digits are sufficient,
it is enough to show that the spacing
between binary numbers is always
greater than the spacing between deci-
mal numbers. This will ensure that for
each decimal number N, the interval [ N
— 1/2 ulp, N + 1/2 ulp] contains at most
one binary number. Thus, each binary
number rounds to a unique decimal num-
ber, which in turn rounds to a unique
binary number.

To show that the spacing between bi-
nary numbers is always greater than the
spacing between decimal numbers, con-
sider an interval [10’, 10”+ l]. On this
interval, the spacing between consecu-
tive decimal numbers is 10(”+ 1)-9. On
[10”, 2 ‘1, where m is the smallest inte-
ger so that 10 n < 2‘, the spacing of
binary numbers is 2 m-‘4 and the spac-
ing gets larger further on in the inter-
val. Thus, it is enough to check that
~()(72+1)-9 < 2wL-ZA But, in fact, since
10” < 2n, then 10(”+ lJ-g = 10-lO-S <
2n10-s < 2m2-zl ❑

Theorem 15
The same argument applied to double

precision shows that 17 decimal digits
When a binary IEEE single-precision are required to recover a double-precision
number is converted to the closest eight number.
digit decimal number, it is not always Binary-decimal conversion also pro-
possible to recover the binary number vides another example of the use of flags.
uniquely from the decimal one. If nine Recall from Section 2.1.2 that to recover
decimal digits are used, however, then a binary number from its decimal expan-

ACM Computmg Surveys, Vol 23, No 1, March 1991



sion, the decimal-to-binary conversion
must be computed exactly. That conver-
sion is performed by multiplying the
quantities N and 10 Ip I (which are both
exact if P < 13) in single-extended preci-
sion and then rounding this to single
precision (or dividing if P < O; both cases
are similar). The computation of N .
10 IPI cannot be exact; it is the combined
operation round (N “ 10 Ip I) that must be
exact, where the rounding is from single
extended to single precision. To see why
it might fail to be exact, take the simple
case of ~ = 10, p = 2 for single and p = 3
for single extended. If the product is to
be 12.51, this would be rounded to 12.5
as part of the single-extended multiply
operation. Rounding to single precision
would give 12. But that answer is not
correct, because rounding the product to
single precision should give 13. The error
is a result of double rounding.

By using the IEEE flags, the double
rounding can be avoided as follows. Save
the current value of the inexact flag, then
reset it. Set the rounding mode to round
to zero. Then perform the multiplication
N .10 Ip 1. Store the new value of the
inexact flag in ixflag, and restore the
rounding mode and inexact flag. If ixflag
is O, then N o 10 I‘1 is exact, so round
(N. 10 Ip I) will be correct down to the
last bit. If ixflag is 1, then some digits
were truncated, since round to zero al-
ways truncates. The significant of the
product will look like 1. bl “ o“ bzz bz~
“ “ “ b~l. A double-rounding error may oc-
cur if bz~ “ . “ b~l = 10 “ “ “ O. A simple
way to account for both cases is to per-
form a logical OR of ixflag with b31. Then
round (N “ 10 Ip I) will be computed
correctly in all cases.

4.3 Errors in Summation

Section 3.2.3 mentioned the problem of
accurately computing very long sums.
The simplest approach to improving ac-
curacy is to double the precision. To get a
rough estimate of how much doubling
the precision improves the accuracy of a

sum, let SI = xl, sz = sl @x2,. ... s,=
s,_l e x,. Then s, = (1 + 8,)(s,_l + x,),

Floating-Point Arithmetic

where ~6, ~ < c, and ignoring
order terms in 6 i gives

. 43

second-

The first eaualitv of (31) shows that
the computed ~alue”of EXJ is the same as
if an exact summation was performed on
perturbed values of x,. The first term xl
is perturbed by ne, the last term X. by
only e. The second equality in (31) shows
that error term is bounded by n~ x I XJ 1.
Doubling the precision has the effect of
squaring c. If the sum is being done in
an IEEE double-precision format, 1/~ =
1016, so that ne <1 for any reasonable
value of n. Thus, doubling the precision
takes the maximum perturbation of ne
and changes it to n~z < e. Thus the 2 E
error bound for the Kahan summation
formula (Theorem 8) is not as good as
using double precision, even though it is
much better than single precision.

For an intuitive explanation of why
the Kahan summation formula works,
consider the following diagram of proce -
dure:

Isl

IT I

-r===

uYh

- 13___zl

u–Yl =C
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Each time a summand is added, there
is a correction factor C that will be ap-
plied on the next loop. So first subtract
the correction C computed in the previ-
ous loop from Xj, giving the corrected
summand Y. Then add this summand to
the running sum S. The low-order bits of
Y (namely, Yl) are lost in the sum. Next,
compute the high-order bits of Y by com-
puting T – S. When Y is subtracted from
this, the low-order bits of Y will be re-
covered. These are the bits that were lost
in the first sum in the diagram. They
become the correction factor for the next
loop. A formal proof of Theorem 8, taken
from Knuth [1981] page 572, appears in
the Appendix.

5. SUMMARY

It is not uncommon for computer system
designers to neglect the parts of a system
related to floating point. This is probably
due to the fact that floating point is given
little, if any, attention in the computer
science curriculum. This in turn has
caused the apparently widespread belief
that floating point is not a quantifiable
subject, so there is little point in fussing
over the details of hardware and soft-
ware that deal with it.

This paper has demonstrated that it is
possible to reason rigorously about float-
ing point. For example, floating-point al-
gorithms involving cancellation can be
proven to have small relative errors if
the underlying hardware has a guard
digit and there is an efficient algorithm
for binary-decimal conversion that can be
proven to be invertible, provided ex-
tended precision is supported. The task
of constructing reliable floating-point
software is made easier when the under-
lying computer system is supportive of
floating point. In addition to the two
examples just mentioned (guard digits
and extended precision), Section 3 of
this paper has examples ranging from
instruction set design to compiler opt-
imization illustrating how to better
support floating point.

The increasing acceptance of the IEEE
floating-point standard means that codes

that use features of the standard are be-
coming ever more portable. Section 2
gave numerous examples illustrating
how the features of the IEEE standard
can be used in writing practical floating-
point codes.

APPENDIX

This Appendix contains two technical
proofs omitted from the text.

Theorem 14

Let O<k<p, setm=fik+l, and as-
sume fZoating-point operations are exactly
rounded. Then (m @ x) e (m @ x @ x)
is exactly equal to x rounded to p – k
significant digits. More precisely, x is
rounded by taking the significant of x,
imagining a radix point just left of the k
least-significant digits, and rounding to
an integer.

Proofi The proof breaks up into two
cases, depending on whether or not the
computation of mx = fik x + x has a carry

out or not.

Assume there is no carry out. It is
harmless to scale x so that it is an inte-
ger. Then the computation of mx = x +
(3kx looks like this:

aa”. “aabb. ..bb
aa . . .

+
aabb .0. bb

>
Zz ”.. zzbb ~“ “ bb

where x has been partitioned into two
parts. The low-order k digits are marked
b and the high-order p – k digits are
marked a. To compute m @ x from mx
involves rounding off the low-order k

digits (the ones marked with b) so

m~x= mx– xmod(~k) + r~k. (32)

The value of r is 1 if .bb ..0 b is greater
than 1/2 and O otherwise. More pre -
cisel y,

r = 1 ifa.bb ““” broundstoa+l,

r = O otherwise. (33)
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Next compute ~~x + ~ looks like this:

m@x–x=mx –xmod((3h)+ r~k–x aa”. “aabb”””bb

+
aa”” .aabb”””bb

= B’(x+r) - xmod(~’). Zzz “ “ “zZbb”””bb

The picture below shows the computation Thus, m @l x = mx – x mod(13k) + w~k,

of m @ x – x rounded, that is, (m @ x) where w = – Z if Z < /3/2, but the exact

0 x. The top line is flk(x + r), where B value of w in unimportant. Next m 8 x

is the digit that results from adding r to – x = IIkx – xmod(/3k) + wok. In a pic-

the lowest order digit b: ture

aa ..” aabb. .” bbOO”. .OO
aa. ” “aabb”””bBOO. ..OO -bb””. bb
-bb”””bb +W
Zz”” “ Zzzoo . ..00

If.bb.. b < 1/2, then r = O. Subtract-
ing causes a borrow from the digit
marked B, but the difference is rounded
up, so the net effect is that the rounded
difference equals the top line, which is
/?~x. If .bb “ o“ b > 1/2, then r = 1, and 1
is subtracted from B because of the bor-
row. So again the result is L?kx. Finally,
consider the case .bb “ “ “b=l/2. Ifr=
O, then B is even, Z is odd, and the
difference is rounded up giving /3kx.
Similarly, when r = 1, B is odd, Z is
even, the difference is rounded down, so
again the difference is 13kx. To summa-
rize,

(m@x) ex=~kx. (34)

Combining eqs. (32) and (34) gives
(m8x)–(m@x0x)=x–
x mod( 13~)+ rf?k. The result of perform-
ing this computation is

rOO”. .OO
aa. ” “aabb. .”bb

+
–bb.. ”bb

aa “.”aaOO”. .OO.

The rule for computing r, eq. (33), is the
same as the rule for rounding a “ “ “
ah””” b to p – k places. Thus, comput-
ing mx – ( mx – x) in floating-point
arithmetic precision is exactly equal to
rounding x to p – k places, in the case
when x + Okx does not carry out.

When x + 13kx does carry out, mx =

Rounding gives (m 8 x) 0 x = (3kx +
w@ – r(3k, where r=l if.bb”. ”b>
1/2 or if .bb “ “ “b = 1/2 and bO = 1. F’i-
nally,

(m C3x)-(rn@x Ox)

—— mx – x mod(fik) + w(3k

—— x – xmod[f?k) + rflk.

Once again, r = 1 exactly when rounding
a ““” ah”.. b to p – k places involves
rounding up. Thus, Theorem 14 is proven
in all cases. ❑

Theorem 8 (Kahan Summation Formula)

Suppose EJ! ~XJ is computed using the

following algorithm

s ==X[ll
C=o
fm-j=2to N{

Y=xrjl-c
T=S+Y
C=(T– S)– Y
S=T

}
Then the computed sum S is equal to
S = xx~(l + 6j) + 0( Nc2)Z I x~ 1, where

16JJ<2C.

Proof First recall how the error esti-
mate for the simple formula Xx; went.
Introduce SI = xl, s, = (1 + 8L)(s, _~ – 1
+ XL). Then the computed sum is s.,
which is a sum of terms, each of which
is an x, multiplied by an expression
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involving d~’s. The exact coefficient of xl c~= [{s~–sk_l}(l+7J –Yh](l+~k)
is(l + 6Z)(1 + d~)... (1 + 3P),.Therefore
by renumbering, the coefficient of Xz
must be (1 + 63)(1 + 8A) . . . (1 + a.), and
so on. The proof of Theorem 8 runs along
exactly the same lines, only the coeffi -
cients of xl is more complicated. In de-
tail so = co = O and

Yk=xk e %1= (.%– ck.l)(l+qk)

sk=s&~ @ Yk= (s&l +~k)(l ‘ok)

ck = (Sk e sk.1) e Y,

= [(sk - ‘k-l)(l +~k) -Y,](I +&)

where all the Greek letters are bounded
by ~. Although the coefficient of xl in s~
is the ultimate expression of interest, it
turns out to be easier to compute the
coefficient of xl in sh – Ck and Ck. When
k=l,

e,= (%(1 + 7,) - Y,)(1 + L)

= Yl((l + %)(1 + -YJ – 1)(1 + 61)

——%(% + 71 + %71)

(1 + (3,)(1+ ~,)

SI — c1 = Xl[(l + 01) – (q + ‘)’1 + %71)

(1+ ‘-L)](1+%)
[= xl 1 – ‘y~ – (7181– a~-y~

–8171 – a171aJ(1 + ~J.

Calling the coefficients of xl in these
expressions Ch and Sk, respectively, then

c1 = 26 + 0(E2)

S1=1+?7– 71+462+0(,3).

= [{((%, - %,) - %%,)(1 + u,)

-sk_l}(l + ~k) + ck_l(l + qk)]

(1+ ak)

= [{(s&l - ck-,)ffk- ~kck-~(1 + ok)

-ck_l}(l + ~,) + ck_l(l + qk)]

(1+ bk)

= [(sk-, - c&,)ok(l + yk)

‘ck-1(~~ + ~k(”k + ?’k + u~d)l

(1+ dk)

Sk – Ck

= ((Sk-, - Ck-,) - ~kck-,)

(1+ C7k)

‘[(Sk-, - c&,)uk(l ‘yk)

“k-,(~k + ~k(”k‘y, + ‘k~k))]

(1+ dk)

= (sk-, - ck-l)((l + ak)

‘~k(l + ~k)(l + 6k))

+ ck-~(–~k(l + ‘k)

+(~k + ~k(~k + ~k + uk~k))

(1+ 6k))

= (Sk-l - ck_J

(1 - u~(~k + 8k + ~k8k))

“k-l[-qk+~k

+~k(~k + uk~k)

+(~k + ‘%(”k + ~k + ‘k~k))dk]

To get the general formula for Sk and Since S~ and Ch are only being computed
Ck, expand the definitions of Sk and Ck, up to order ~2, these formulas can be
ignoring all terms involving x, with simplified to
i > 1.That gives

Sk = (Sk_l +&)(l + ok) Ck = (ok+ o(~2))&-1

= [Sk-, + (Xk- c,-,)(1 ‘~k)] +(–~k + o(e2))Ck_~

(1+ fJk) Sk = ((1 + 2e2 + o(,3))sk_,

= [(Sk-l - Ck-l) - ~kc&l](l + ‘h) +(26 + 0(~2))C&~.
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Using these formulas gives

C2 = (JZ+ 0(62)

52 = 1 +ql –’yl + 10E2+ O(C3),

and, in general, it is easy to check by
induction that

Ck = ok + 0(62)

S~=l+ql –~l+(4k +2) E2+O(e3).

Finally, what is wanted is the coeffi-
cient of xl in Sk. To get this value, let
x n+l = O, let all the Greek letters with
subscripts of n + 1 equal O and compute

Then s.+ ~ = s. – c., and the coef-
&~&t of .xI in s. is less than the coeffi-
cient in s~+ ~, which is S, = 1 + VI – -yI
+(4n+2)c2 = 1 +2c + 0(rze2). ❑
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